University of Macau
Faculty of Science and Technology

A Study of Deep Q Network, Soft Actor
Critic Algorithm in CARLA
by
Ho Kuok Hou, Student No: DB725287

Graduation Project Report submitted in partial fulfilment
of the requirements of the Degree of
Bachelor of Science in Computer Science
Project Supervisor
Prof. Leong Hou U, Ryan

09 June 2021

DECLARATION
I sincerely declare that:
1. I and my teammates are the sole authors of this report,
2. All the information contained in this report is certain and correct to the best of
my knowledge,
3. I declare that the thesis here submitted is original except for the source materials
explicitly acknowledged and that this thesis or parts of this thesis have not been
previously submitted for the same degree or for a different degree, and
4. I also acknowledge that I am aware of the Rules on Handling Student Academic
Dishonesty and the Regulations of the Student Discipline of the University of
Macau.

Signature

:

_________________________

Name

:

Ho Kuok Hou

Student No.

:

DB725287

Date

:

09 June 2021

ACKNOWLEDGEMENTS
First, the profound gratitude should go to my supervisor Professor Leong Hou U, Ryan.
I appreciate that you allow us to work on this topic as our FYP. His patient instruction
and constructive suggestions are very useful. Without his painstaking teaching and
insightful advice, we cannot finish the project.
Second, I would like to extend my deep gratitude to University of Macau for giving me
an opportunity to study in here and finish my undergraduate studies. UM provide a
fantastic environment for us to build up our fundamental knowledge and experience a
perfect University life. Thank you everyone in University of Macau that supported me
and helped me when I was in the trouble.
Last, I would like to express my sincere gratitude to every professors, instructors, and
staffs in the Department of Computer and Information Science. You designed an
amazing study plan and offered lots of useful courses so that we can learn step by step.
You gave us a lot of software and hardware supports that we could practice what we
learnt in class. From the bottom of my heart, thank you all the professors that your
professional make us understand the materials easier.

ABSTRACT
This project is primarily focused on the advancement of machine learning-based
automated driving systems. The majority of our time in this mission will be spent
studying reinforcement learning (RL) algorithms. We chose to learn because the special
role of reinforcement learning gives it an advantage in the creation of autonomous
driving models. We must determine which algorithm to use in our project since RL
belongs to several algorithms. We tested several methods during this year, like DQN,
SAC, etc. We finally decided to use Proximal Policy Optimization (PPO) to develop
the self-driving model after becoming acquainted with RL and conducting research.
The platform that we need to build and test the self-driving model in is a simulator
named CARLA (Car Learning to Act). CARLA is an open-source simulator built with
Unreal Engine 4 by Intel Visual Computing Lab for autonomous driving cars testing.
For training, the simulation platform provides free models, such as vehicle models and
maps. The client, which is written in Python, will enable the autonomous driving system
to communicate with the environment in the CARLA server. CARLA server is capable
of simulating real-world elements such as lights, weather, and complex actors.
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CHAPTER 1. INTRODUCTION
1.1 Overview
Autonomous driving refers to vehicles that drive themselves without human
interference or control. They can sense their surroundings and operate safely on the
road with little to no human input. While running on the road, it can recognize objects,
obstacles and related signage and react accordingly. It is something that people all over
the world want to introduce and popularize.
This idea was first presented in a 1939 New York World’s Fair exhibit [1]. They were
committed to improving autonomous driving because they wanted to create a future
that is safer and has less traffic accidents. According to the WHO, approximately 1.35
million people die in road traffic collisions each year [2], with error accounting for 95
percent of the accidents. Autonomous vehicles have the potential to reduce the number
of traffic collisions. To sense the world, and autonomous vehicle employs a variety of
sensors, including LIDAR and RADAR. Unlike human eyes, which can only see the
front of the car, sensors can sense the environment around the vehicle, allowing the
device to respond to any accident occurrence faster than a human. Another benefit of
self-driving cars is that they reduce traffic congestion. According to the American
Society of Civil Engineers, Americans actually spend more than 6.9 billion hours a year
stuck in traffic. Also in the absence of bottlenecks, lane changes, merges, or other
disruptions, human drivers naturally produce stop-and-go traffic under normal
circumstances. A "phantom traffic jam" is what this is called. The University of Illinois
researchers found that by tracking the speed of the autonomous vehicle in the study,
they were able to smooth out the traffic flow for all of the cars. [3].

Figure 1 Autonomous driving
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People established six levels to describe the stages of development for autonomous
driving, ranging from level 0 (no automation) to level 5. (full automation).
Definition
Level 0 – No
Automation

The majority of cars in the past are set to level 0 , which means
the driver has full control over the car's acceleration, steering,
and braking without the help of any electronic assistance
system.

Level 1 – Driver
Assistance

Nowadays, most cars belong to level 1 autonomous driving.
Drivers still control most of the functions of the vehicle, the
automation system will start to control the vehicle under certain
circumstances, but not to take over completely, just to assist the
driver and reduce the driver's stress. For example, adaptive
cruise control, the system will control the throttle and the break
for the driver to reduce driver’s tiredness.

Level 2 – Partial
Automation

In this level, the system begins to control the steering of the
vehicle although driver still need to pay attention to the
situation around the vehicle and ready to take control the
vehicle in any time.

Level 3 –
Conditional
Automation

Compare with level 2, driver can take his/her eyes off the
driving behavior in some special cases. The system will notice
the driver to take control again when the car pass through a
traffic jam and want to acceleration. Otherwise, drivers can do
their own job.

Level 4 – High
Automation

The vehicles are able to do everything by itself in this level.
However, it only works on all the routes and conditions defined
in the operational design domain.

Level 5 – Full
Automation

In this highest level, the vehicles are fully, completely
autonomous. Even we do not need to give the steering wheel
and pedals to the driver anymore. What we can do is to tell the
system our destination or adjust the temperature of the air
conditioner by using voice order.
Table 1 6 levels in autonomous driving

Some GPS-based technologies, such as land boundary detection and unexpected
obstacle recognition, are not yet perfect. As a result, only a portion of the vehicles are
equipped with auto steering, acceleration, parking, and basic auto driving. Most of
vehicles can be categorized as level 1 driver assistance now since they only have a few
electronic auxiliary systems. For example, lane departure warning, parking assistance,
and braking assistance [4]. Working on this subject is extremely beneficial for learning
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about autonomous driving and attempting to make a contribution to improving road
safety.

Figure 2 6 levels in autonomous driving

1.2 Challenges
The ultimate goal of all the scientists want to implement is to successfully develop level
5 self-driving vehicle and spread it to the world. Despite the rapid advancement of selfdriving vehicles, there are still many challenges to face and overcome in order for them
to become widely accepted in society [5]:
➢

Road Conditions: There are so many different countries in the world, road
conditions can vary from country to country and from place to place. For example,
Macau and mainland China, vehicle direction of travel and lane markings are
already different. In Macau, there are many road construction projects here. The
lane lines are often changed for this reason, and even blocked by construction sites
so that the lanes cannot be seen. Even if the scientists or we maybe can do well in
the simulator, it is still a big challenge to implement in the society.

➢

Weather Factor: As we know, there will be a lot of sensors in the vehicle, and no
one can control the vehicle by using steering wheel and the gas pedals if we
develop a fully autonomous car. This means that the safety of everyone in the car
is determined by these sensors, the accuracy of sensing capabilities can be harmed
by bad weather, so that we have to think about how to ensure that those sensors
can safely detect all the things when the vehicle is working. Moreover, it is an
electronic device, there will always be malfunctioning times, how to solve this
problem is also a challenge on autonomous driving.

➢

Accident Liability: In a virtual world like CARLA simulator, we can reset the
environment when a car accident occurs, but how about in the reality world?
Although we want to create a completely safe self-driving traffic environment, it
is inevitable that accidents will occur. At that moment, who should be held
accountable for self-driving car accidents? If the vehicles do not have steering
wheel and the pedals, no one controls the car, should the owner or the passengers
in the car take the responsibility?
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➢

Social Popularity: Supposed all the above three problems are solved, how to
promote to the world, so that society accepts this new thing will be a big challenge.
Recently, Tesla's self-driving vehicles have been involved in many accidents
regarding their braking system. Not only for those who wish to own self-driving
vehicles, but also for those who share the road with them, social recognition is a
concern.

1.3 Reinforcement Learning
Reinforcement Learning (RL), which is a decision-making science, is all about figuring
out how to behave optimally in a given situation in order to maximize compensation.
This optimal behavior is learned through experiences with the environment and
observations of how it reacts, similar to how children explore their surroundings and
learn the behaviors that help them accomplish a goal. The primary distinction between
Supervised Learning (SL) and Reinforcement Learning (RL) is that SL uses labelled
datasets to make decisions. This implies that for each dataset given, a response or
solution is also provided, and the model learns from it. RL is a form of learning that is
focused on environmental interaction. When a computer or an entity communicates
with its surroundings, takes actions, and learns by trial and error. In the absence of a
supervisor, the learner must figure out how to optimize the incentive on his or her own.
This quest is similar to a trial-and-error operation. The quality of behavior is determined
not only by the immediate reward they provide, but also by the potential for a delayed
reward. Reinforcement learning is a very effective algorithm since it can learn the
actions that lead to ultimate success in an unseen world without the assistance of a
supervisor [6].

Figure 3 Principle of Reinforcement Learning

1.4 Objectives
In this project, we are going to design a Reinforcement Learning (RL) algorithm that
will enable self-driving cars to become more intelligent and solve problems that have
never been experienced before. For example, if an auto-driving bus encounters an
obstacle on its scheduled route and is unable to pass, it is expected to find another route
that is the most efficient for completing the task. We chose RL because, unlike the other
three types of machine learning, it does not require a data set to learn. Instead, RL will
learn from each interaction with the world. The agent will self-correct to achieve the
desired result; all we have to do is tell it which move is correct. Furthermore, we will
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try to use the RGB sensor as a front camera to view the surroundings, the collision
sensor to determine if the vehicle has crashed, and GPS to determine the current
position and destination to determine the direction.
Obviously, set up the CARLA ecosystem on our machine is the first job. Since Linux
is usually a better match for CARLA than Windows, we chose to create the CARLA
ecosystem on Linux. The first problem we got was Ubuntu version problem, we did
not know which version could let us do the project smoothly because different version’s
updates do not necessarily have the required backward compatibility. Finally, we did
our project on Ubuntu 18.04. Soon, we had another trouble, which is we had no prior
experience with an autonomous vehicle system of this kind, CARLA is an open-source
system that is not easy to use. Although there is an official document which has all
information and details about CARLA, we still had problems in reading the document.
Because CARLA has so many updates, there are so many different versions can be used,
and the names of the variables and parameters may be different between each version,
we found out that the content of the document we read was incorrect. Later, we
discovered that our edition of CARLA is newer, while the document we read is older,
indicating that there is a discrepancy. The main problem we need to get over is that this
is the first time we have seen reinforcement learning algorithms, there are so many
different algorithms we should understand, and they all have different characteristics
and have different benefits. We spent lots of time on searching materials and tutorials
to learn the algorithms. We learn the algorithms together, and we hope we can
understand well. Finally, my teammate Ray decided to make the agent can drive
following the route he draw for it by using PPO algorithm, and try to let the agent learn
to avoid the obstacle which is placed on the route. I decided to create a model by using
DQN, hope it could learn driving on the road normally by itself. And I tested two
program code which is using SAC algorithm to do the autonomous driving, I wanted to
do the end-to-end autonomous driving either, but the algorithm learning is a bit difficult
for me so that I spent much more time in it, and one of the program code I could not
debug it completely, I could not see the training directly. Therefore, I did not have
enough time do my own model by using the second program code as the sample after I
tested it. As for the DQN model, I implemented by using RGB front camera and
collision sensor, but the performance of this model is not good. Maybe I should use
more sensors on the agent to help it learning better. However, it is not an easy job to
me to add more sensors into the CNN.
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CHAPTER 2. RELATED WORK
2.1 CARLA
We use an open-source simulator called Carla as our setting in order to make our
algorithm more practical and appropriate for society. Carla is made with Unreal Engine
4, and it has a fantastic physics engine, beautiful graphics, and the ability to simulate
various weather and scenes [7], allowing us to quickly import other maps or make our
own to test our code.

Figure 4 Four weather in Carla environment

It also contains a number of Python APIs that enable the user to perform a variety of
tasks. Support for LIDAR, RADAR, and GNSS sensors is also included. These sensors
are useful in autonomous driving because they enable more sensors on the vehicle to
be used to set additional constraints and refine the algorithm.
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Figure 5 Semantic LIDAR sensor

Semantic LIDAR sensor is actually quite similar to the LIDAR sensor, it uses raycasting to reveal all of the details about the raycast hit in a spinning LIDAR. There are
two major distinctions between these two types of LIDAR: the semantic LIDAR's raw
data contains more data per point, and the semantic LIDAR does not have intensity,
drop-off, or noise model attributes [8].

Figure 6 RADAR sensor

RADAR generates a conic image of the items in view, which is converted into a 2D
point map of their speed relative to the sensor. This can be used to form and analyse
elements, as well as to evaluate their behaviour and direction. Since polar coordinates
are used, the points will cluster around the view's base.
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Figure 7 RGB camera

The RGB camera is the most common sensor used in autonomous driving; when placed
on top of the engine hood, it acts like human eyes to catch the front view. Over the
years, Deep Learning and Image Recognition has vastly increased. The RGB sensor
allows us to train the model to understand its environment so that we can feed the
images into a CNN for image recognition.

2.2 Markov Decision Process
In a stochastic system, the Markov Decision Process (MDP) is a tool for making
decisions. Our goal is to develop a plan, which is a path map that outlines all of the
right actions to take in each stage of our environmental situation. It is made up of a
tuple (S, A, P, R, 𝛾):
➢

S: a finite set of states

➢

A: a finite set of actions

➢

P: a probabilistic matrix of state transitions

Figure 8 Transition Probability Matrix

➢

R: a reward function

Figure 9 Reward Function

➢
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The mechanism is in certain states at each time step, and the decision maker will take
any action a that is possible in those states. At the next time stage, the process reacts by
randomly going into a new state s' and rewarding the decision maker Ra(s,s').

2.3 Q-Learning
Q-learning is a well-known reinforcement learning algorithm from which we can learn
the fundamentals of reinforcement learning. Since the aim of Q-learning is to determine
which behavior provided by the current state will obtain a higher reward, it is classified
as a value-based algorithm [9].
The Q-Table will be generated with all Q-values set to zero at the beginning of the
algorithm. The algorithm will then iteratively explore the universe by applying random
state-action pairs to the Q-Table, with the Q-value obtained under each state-action pair
being used to store or update the Q-Table. Since the Q-Table is updated on a regular
basis, the agent will eventually begin working on the state with the highest Q-value on
the Q-Table. The procedure will be repeated until the Q function is in its optimal state.
The Q-Learning teaching technique is also known as value repetition.

Figure 10 The framework of Q Learning

Figure 11 Q value update equation

It chooses actions outside of the policy, such as picking at random according to the
epsilon greedy. Q-learning can be used to play basic games like GYM-CartPole and
GYM-MountainCar. It's a great place for beginners to learn Q-learning and put the
algorithm to the test. The disadvantage of Q-learning is that it can only be used when
there are a small number of states and actions since it depends on the Q-table, which is
created by combining all of the states and actions. As a result, Q-learning is not
appropriate for autonomous driving.

2.4 Deep Q Learning
The key difference between Q-learning and deep Q-learning is that deep Q-learning
approximates the value function with a neural network rather than a Q-table. The
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benefit of this method is that it is simple to find the highest Q value among all outputs
and therefore determine the best course of action. We feed the neural network the states
and actions, and after the neural network analysis, we output the Q value.

Figure 12 The framework of Q Learning

In deep Q-learning, we will train a neural network with parameter θ as the approximator
to estimate the Q-values, so we need to train the parameter and optimize it. The TD
(temporal difference) goal is denoted by , and the TD error is denoted by
.
The behavior distribution, or distribution over transitions s, a, r, s', obtained from the
environment is represented by .

Figure 13 Loss function of Deep Q Learning

Furthermore, in order to solve the non-stationary or unstable target problem, we always
built a target network to save all of the parameters learned in the prediction network on
a regular basis. To estimate the goal, A different network may be used. This goal
network has a similar architecture to the feature approximator, but with frozen
parameters. The parameters from the prediction network are copied to the target
network per C iterations [10]. Also, random samples from the replay memory are used
instead of the most recent transformation when training the network. This prevents
subsequent training samples from being too close, which could otherwise cause the
network to enter a local minimum. In addition, experience replay makes the training
task more akin to traditional supervised learning, making debugging and checking the
algorithm easier.
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Figure 14 Target network and Prediction network

2.5 Policy Gradient
In contrast to the previously discussed Q Learning and Deep Q Learning algorithms,
Policy Gradient is a policy-based algorithm rather than value-based algorithm. The
three benefits mentioned in Policy Gradient illustrate why we need to learn policybased techniques [11]:
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➢

Convergence properties of policy-based approaches are stronger: The
issue with value-based techniques is that they can have a lot of oscillation
during training so the action option can change drastically with a slight
change in the predicted action values. In the case of policy gradient, though,
we merely follow the gradient to find the appropriate parameters. Our
policy is updated in a consistent manner at each point.

➢

In high-dimensional action spaces, policy gradients are more efficient:
We know that given the current state, Deep Q Learning projections allocate
a score to each potential behaviour at each time level. However, since the
action space of their throttle, steering, or even brake is a continuous
interval, we would have near-infinite choices of action in autonomous
driving vehicles. In policy-based methods, everything we have to do is
tweak the parameters.

➢

It is able to learn stochastic policies: If we use deterministic policy and
set the action in the current state to point to the next state, but the action in
the next state is still set to point to the current state, the agent will become
stuck and unable to escape.

09 June 2021

In policy-based methods, we use π to represent the policy, so
means output
the probability of taking action a when the agent is in state s, and θ is the parameter of
the network and what we need to do is optimize it.
We need to find the optimized parameter θ to increase the score function since the aim
of Reinforcement Learning is to find the highest reward.

Figure 15 Score function

Then, since we want to maximize the parameter, we must do gradient ascending rather
than gradient descent, and we must update θ in the direction of the greatest rise. To
determine the score function's gradient, we must first discern the score function.

Figure 16 Gradient calculation process

After that, we can summarize it in an expectation form:

Figure 17 Expectation form of gradient

Finally, the steps in Policy Gradient is:
Policy:
Score function:
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Gradient:
Update:

2.6 Actor-Critic
I previously listed value-based algorithms and policy-based algorithms in
Reinforcement Learning. Now, there is a third kind of algorithm called Actor-Critic,
which combines these two types of algorithms. Actor-Critic is actually divided into two
parts, Actor and Critic. To put it another way, Actor is the player in the game, the player
needs to have the best policy to get the highest possible score, and Critic is the judge
who is responsible for telling the player how good his or her conduct is. Therefore, the
step of Actor-Critic is that Actor chooses the behaviour based on probability, Critic
scores the behaviour based on Actor's performance, and Actor updates the probability
of the chosen behaviour based on Critic's performance. The fundamental mechanism of
Actor-Critic is as follows: sampling, update the parameters of Critic, update the
parameters of Actor, iteration.

Figure 18 Actor-Critic

To implement it, we need to optimize the policy (Actor) and the value function (Critic),
so we have two sets of parameters we need to update:
is the parameter of value
function, θ is the parameter of the policy and it is updated by following the direction
given by the Critic.
In this method, we use policy gradient to optimize the Actor. As I mentioned before,
the gradient is:

We can change it a little bit, supposed the agent is in state s doing action a, Critic is a
term that is used to describe the policy evaluation, to estimate the action value
function (Score function), which means
. It is the method
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of evaluating the quality of a policy, which can be Monte Carlo Policy Evaluation or
Temporal Difference (TD). Suppose a linear function
is used to
approximate the action value function, so
is updated by using Linear TD(0)

Finally, the formula used to update the parameterθ is

2.7 Deep Deterministic Policy Gradient
Deep Deterministic Policy Gradient (DDPG), a policy learning approach that
incorporates deep learning neural networks into Deterministic Policy Gradient (DPG)
and can simultaneously learn a Q-function and a policy, was published by Deepmind
in 2016. DDPG can solve the problem of continuous action spaces, while DQN can
only solve the problem of discrete and low-dimensional action spaces. Furthermore,
DQN is a value-based method, in which only one value function network exists, while
DDPG is an actor-critic approach, in which both a value function network (critic) and
a policy network exist (actor).
As it’s name, DDPG uses a deterministic policy instead of stochastic policy, the output
is a certain action
. Its advantages and disadvantages are obvious, if we use
the randomness technique in a continuous action space or a high-dimensional discrete
action space, we would sample the probability distribution of all acts, which consumes
a number of computing energy and is inefficient. Meanwhile, the downside is that only
one action is sampled, and the exploratory quality of the action cannot be assured.
However, the off-policy approach is often introduced by DDPG: behaviors are chosen
based on stochastic behaviour policy, maintaining exploratory yet trained to assess the
goal strategy. And compare with DPG, DDPG use something in DQN, experience
replay and target network, to try to make it better.
In the DDPG algorithm, both the actor and the critic use two networks: the online
network and the target network:
Actor online network:
Critic online network:

; target network:
; target network:

And then choose the action according to the actor online network and random noise
(

) to the algorithm has the exploration capabilities.

After that, we use the experience replay idea, we will update the critic online network
by minimizing the MSE.
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where

The online actor network would then be modified with a policy gradient (using the
expression in DPG [12]):

Finally, we need to update our target networks, but we are not doing this like DQN that
copy the parameters directly, we will use soft update. Because it makes small changes
in the network parameters, so that it is more stable and easier to converge.

2.8 Soft Actor Critic
Soft Actor-Critic (SAC) is an off-policy algorithm based on Maximum Entropy
Reinforcement Learning framework. In contrast to DDPG, SAC employs a stochastic
policy, establishing a connection between stochastic policy optimization and DDPGstyle methods [13]. SAC differs from most algorithms in that it employs Maximum
Entropy. The strategy is tuned to optimize the trade-off between predicted return and
entropy, a measure of the policy's randomness. This is related to the discoveryexploitation trade-off: as entropy rises, further exploration occurs, which may speed up
learning later. It can also save the strategy from settling into a suboptimal local optimum
too much.
The RL algorithm based on maximum entropy has the following benefit:
➢

The policies studied can be used as a starting point for more
complicated activities: Because of entropy, the strategy will discover all
of the optimal solutions rather than just one. As a result, the policy is more
conducive to learning new tasks emerge, which may occasionally act as
the foundation for more complicated tasks.

➢

Under multi-modal incentive, the greater desire to experiment makes
it possible to discover better patterns: According to the first point, it will
learn all of the best solutions, implying that it is able to investigate and can
conduct more thorough investigations.

➢

Generalization that is more durable and stronger: Because it will
explore all the possibilities in different ways, when it encounters some
interference, it will be easier to adjust.

The aim of general reinforcement learning is to learn a policy that maximizes the total
expected reward.
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However, we also need to maximize the entropy of output action to make the action
decision has more randomness, so we can translate the formula to the formula I show
below, and the parameter α depends on the policy want to focus on reward or entropy.
We will put it into training to let α can adjust itself automatically. When a policy enters
a new area and the final action is unclear, α should be changed upward to allow the
agent to discover more space. When an area has been thoroughly investigated and the
best course of action has been determined, should be reduced.

In SAC method, we will assign a soft Q-function Qθ(st, at) and a policy πφ(at|st), and the
parameter θ and φ are what we need to optimize in the learning [14]. The traditional
way of Q learning is to update the Bellman residual, while the Soft Q-function update
method is to update the Soft Bellman residual, as opposed to adding the entropy
definition to the Bellman residual.

Figure 19 Soft Bellman residual

The parameters are able to implicitly parameterize the value, and stochastic gradient
optimization can be used to improve it.
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As for the policy function, the policy parameters can be discovered by minimizing the
predicted KL-divergence directly.

The reparameterization is convenient since the goal density in our case is expressed by
a neural network that can be differentiated. So that

where

is the noise vector. Finally,

can be rewritten as

To optimize the parameter, we can approximate the gradient like that:
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CHAPTER 3. PROJECT EXECUTION SCHEDULE
3.1 Semester 1

Figure 20 Gantt chart for execution schedule in semester 1

We started to do our project in September. First, we installed Carla into our own
computer in the lab. And then, we basically learnt Q-learning, deep Q-learning together
and we tried to practice them on a GYM game called cartpole. At the midterm of
semester 1, we started to read the document to learn how to use CARLA, how to control
the weather and vehicles. Then, we tested the sample codes in Carla, tried to spawn the
vehicles, people, obstacles. At the end of this semester, we tried to implement Q
Learning and Deep Q Learning in CARLA.

3.2 Semester 2

Figure 21 Gantt chart for execution schedule in semester 2

In the semester 2, I still worked on DQN first, I try to improve the algorithm by
changing the reward function. I still hope to make it successfully with DQN. However,
the result was bad, so I stop it. Then, both of us started to learn more different RL
methods, like Policy Gradient, Actor Critic, Deep Deterministic Policy Gradient, Soft
Actor Critic, Proximal Policy Optimization. But for working, I tried to use Soft Actor
Critic to do end-to-end autonomous driving, and my teammate Ray used Proximal
Policy Optimization. When I tried to test the Soft Actor Critic algorithm, I found out
two GitHub which had sample code there, and I tried to fix the code, tried to debug.
However, one of them could not be fixed by my own, there were so many errors I did
not know how to fix it.
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CHAPTER 4. PLANNING
In my concept, I want to try to allow the vehicle to drive safely on its own. I'll diagram
the path, specify the beginning and ending points, and then hope that the agent will
learn how to navigate by following the route. If I can complete this goal, I could
consider adding another vehicle to the path and adjusting the algorithm to see if the
agent can avoid the barrier before returning to the route and continuing on. Unlike my
teammate, I intend to apply my concept using Deep Q Network (DQN) and Soft Actor
Critic (SAC).
At the start of this project, I needed to build the CARLA environment, I searched much
information because it was a brand-new thing to me and I needed to do it on Linux, it
used a lot of time. The first move for us is to get hold of the vehicle after we successfully
developed the ecosystem for CARLA simulator. This is a simple but crucial step
because the whole mission hinges on our ability to drive the vehicle as we see fit, we
should know all the parameters about the vehicle, like the range of acceleration, braking,
and steering.
After I understood how to control the vehicles, I would like to create my DQN model
and hope the agent could learn to drive on the road without any collision since the
worst-case scenario in road traffic safety is a wreck. The aim of the model is to keep
the car running safely for as long as possible, so that the environment will be reset if
the vehicle has a crash. I will put the vehicle on a map without any other vehicles to try
to make the agent could learn how to drive in a simple situation first. I thought about
how many actions I should give the agent because DQN can only deal with discrete
action spaces. Later, I just gave him four actions, a RGB camera and collision sensor,
and then tried to think about the reward function. After considering, I decided to use
the speed to set reward, tried to control the car not driving too slowly. If the model's
speed is within the acceptable range, it will be rewarded. Next, in order to be able to do
point-to-point autonomous driving in the future, I considered adding a fix point as a
destination, the closer between the vehicle and the destination, the higher score it can
get.
As for the SAC model, I tried to found example codes to test first. I wanted to test the
SAC algorithm and see how it worked first, and then I would like to try to create my
own model. I would try to add more conditions to the reward function to restrict vehicles.
I decided to design a better relationship of speed to control the vehicle and gave it a
negative score if it just deviated slightly from the lane, and the episode would stop if it
was completely out of lane. However, it was our bad that we could not setup a target
clearly at the beginning of this academic year and too late to decide to use SAC method.
I was a little slow in learning these algorithms because it was not an easy thing for me
to learn the algorithm in a short time.
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CHAPTER 5. IMPLEMENTATION
5.1 DQN
5.1.1 Hyperparameter
To control the training, there are some important hyperparameters we need to know,
which are LR, DISCOUNT, EPSILON_DECAY.
“LR” is learning rate. The learning rate is abbreviated as LR. When updating the Q
table, it is a parameter that determines the percentage difference between the previous
Q value and the current Q value. With a higher learning rate, the Q value approaches
the new Q value. If the learning rate is 0, the Q table will not be revised. New incentives
would have no effect on the model, which would select acts based on the original Q
table. It equals 1, which means that new Q values would cover previous Q values. Only
new incentives will be the subject of the model.
“DISCOUNT” is the discount factor. It is a parameter that determines the potential
reward's impotency. When modifying the Q table, it's a parameter that determines the
potential reward's impotency. The model's emphasis is on potential states due to a
strong discount factor. When the discount factor is zero, the model will adopt a selfish
approach, focusing solely on the current state payout. The formula would be able to
rely on potential incentives if it equals 1.
“EPSILON_DECAY” is a parameter that used to control the value of epsilon during
training. It is also worth noting that experimentation is more relevant when the agent
does not know anything about the world in which it's communicating. And allowing the
agent to use its experiences until it has the enough information. We will set a value less
than 1, and epsilon will continue to decay in subsequent episodes as epsilon multiplies
this parameter in each episode.
5.1.2 Action Space
In my DQN model, there are only four actions in the action space that the agent can
only choose the action from it. It includes acceleration, steering, and breaking.
Throttle

Steer

Break

Acceleration

1.0

0.0

0.0

Breaking

0.0

0.0

0.1

Turn Right

0.5

0.75

0.0

Turn Left

0.5

-0.75

0.0

Table 2 DQN action space
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5.1.3 Reward Function
In this model, I used three things to control the reward: distance, collision, speed.
Therefore, I needed to collect the data first. Because velocity is a vector, I need to use
the mathematical method to transfer to kilometres per hour.
v = self.vehicle.get_velocity()
kmh = int(3.6 * math.sqrt(v.x**2 + v.y**2 + v.z**2))

And then, get the current location and use the location I set before to calculate the
distance between these two points.
v_location = self.vehicle.get_location()
self.v_to_end_distance = ((v_location.x - self.spawn_point2.location.x)**2 +
(v_location.y - self.spawn_point2.location.y)**2)**0.5

Next, here is my reward function. Obviously, if the vehicle get crash, we will end the
game and give it a serious punishment.
If len(self.collision_hist) != 0:
done = True
reward = -200

And we want the vehicle to travel as long as possible, but also to ensure that there is a
certain speed, so that the reward is negative if it drives too slowly. Moreover, the reward
also related to the distance between two points. The closer you are to the target, the
higher the score, but actually I do not have the exact reason for the reward formula.
else:
reward = (kmh – 15) * 3 + int((201 – self.v_to_end_distance) * 1/14)

5.2 SAC
5.2.1 Reward Function in example 11
In SAC part, I found out two source codes in GitHub which is doing autonomous
driving by using SAC algorithm, and both of them does not run directly in CARLA, but
GYM-CARLA. The first program I tested was one that uses PARL and Paddle, which
is China's first independent R&D deep learning platform [15]. In this model, there are
four factors and an end state that affect the reward, the highest priority is given to the
end state, if the vehicle collides during training or if the vehicle speed is abnormal or
out of lane, we will return it a very small negative number and this episode will stop.
if self.isCollided or self.isOutOfLane or self.isSpecialSpeed:
r_done = -500.0
return r_done

Otherwise, the reward will be the sum of the four factors: the vehicle speed, the steering,
smoothness in operation, lateral gap from the road's centre. Let’s talk about the speed.
We will use a Python API in CARLA to get the velocity vector of the vehicle first. Then
use the norm() to convert the vector to a scalar, which means km per hour. Next, we
will calculate the difference between the speed in current time and the desired speed we
set. In this model, the desired speed is set to 15 km/h. Finally, set the reward of speed.
v = self.ego.get_velocity()

1

https://github.com/ShuaibinLi/RL_CARLA/tree/c5fe2a9743d985f03fe824b7b39cfcb3f9dfb0bc
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ego_velocity = np.array([v.x, v.y])
speed_norm = np.linalg.norm(ego_velocity)
delta_speed = speed_norm - self.desired_speed
r_speed = -delta_speed**2 / 5.0

We just need to use the function _get_delta_yaw() to get the yaw difference between
ego and the waypoint at this moment. And because the value we obtain is in degrees,
we need to convert it to radians to facilitate the calculation before we set the reward.
delta_yaw, _, _ = self._get_delta_yaw()
r_steer = -100 * (delta_yaw * np.pi / 180)**2

Also, it is better to make vehicle driving smoothly even though it can drive safely, so
that it is also a factor that affect the reward.
r_action_regularized = -5 * np.linalg.norm(action)**2

Moreover, we should not drive our car out of our lane in reality world, so we need do
the same thing in virtual world. Therefore, we will calculate the difference between the
vehicle and the centre of the lane.
lateral_dist = self.state_info['lateral_dist_t']
r_lateral = -10.0 * lateral_dist**2
#
self.state_info['lateral_dist_t'] = np.linalg.norm(pos_err_vec) * \
np.sign(pos_err_vec[0] * road_heading[1] - pos_err_vec[1] * road_heading[0])
#

At last, what we need to do is calculate the sum of those four rewards above and return
it.
return r_speed + r_steer + r_action_regularized + r_lateral + r_step

5.2.2 Reward Function in example 22
As for the reward function of the second program, the similarity between these two
program is that they both do not give the positive reward directly but use a negative
reward. They prefer to give the agent a negative score, and the score will get close to 0
when it behave better. In this example, it also setup a target speed and use it to calculate
the difference between current speed and the target to do a speed tracking.
v = self.ego.get_velocity()
speed = np.sqrt(v.x**2 + v.y**2)
r_speed = -abs(speed - self.desired_speed)

The second thing is about the collision, we will set the reward of collision is -1, and
then we will give it a bigger weight to the collision when we are calculating the total
reward because a collision accident is a completely unacceptable thing in autonomous
driving.
r_collision = 0
if len(self.collision_hist) > 0:
r_collision = -1

And we want the car to drive steadily, so we set the score to be higher when the car is
driving more smoothly.
r_steer = -self.ego.get_control().steer**2

2

https://github.com/cjy1992/interp-e2e-driving
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Also, we will check weather the vehicle is driving in its own lane, it will be received a
punishment if it drives cross the lane. When the distance between the car and the lane
centre is larger than the number we set, it means the car is out of the lane so that it will
get a negative point.
ego_x, ego_y = get_pos(self.ego)
dis, w = get_lane_dis(self.waypoints, ego_x, ego_y)
r_out = 0
if abs(dis) > self.out_lane_thres:
r_out = -1

We will try to control the longitudinal speed of the vehicle get closer but less or equal
than the desired speed we set. Therefore, we will give it a punishment when the car
drives too fast.
lspeed = np.array([v.x, v.y])
lspeed_lon = np.dot(lspeed, w)
r_fast = 0
if lspeed_lon > self.desired_speed:
r_fast = -1

In order to avoid sharp turning behaviour, the greater the lateral acceleration of the
vehicle, the heavier the penalty will be.
r_lat = - abs(self.ego.get_control().steer) * lspeed_lon**2

Finally, the total reward is a weighted mixture of those rewards and punishments above.
r = 200*r_collision + 1*lspeed_lon + 10*r_fast + 1*r_out + r_steer*5 + 0.2*r_lat
- 0.1
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CHAPTER 6. RESULTS
6.1 DQN
There are eight different maps given by CARLA official to let us can test our model in
different environment. And I test the DQN in the default map, Town 3.

Figure 22 CARLA Town 3

Here are the parameters I set in the DQN model:
EPISODES = 8000
LR = 0.0010
DISCOUNT = 0.975
EPSILON = 1
EPSILON_DECAY = 0.9975
MIN_EPSILON = 0.001
In the DQN model, after I trained it for about 8000 episodes and adjusted a little bit, I
found that there was only two kinds of results, either kept going straight until a collision
occurs, or just drove around. At first, I tried to adjust the throttle and steer or add more
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action to the agent, but there was no changes in the results. Then I decided to improve
the reward function, just like adjusting the reward that increase the gap between rewards
and penalties or change the reward and punishment conditions to attempt to better limit
the vehicle. I thought it could make it drove smoothly, but it did not work. Here is the
average reward of the training for 8000 episodes. We can see that the reward at the
beginning of the training is very low, the agent only get around -100 score, and it
increase very quickly, it climbs to the highest score for about 2000 episodes. But no
matter how I adjust the parameter, the final result is almost the same. The agent cannot
really learn a better behaviour in DQN. There is one of the disadvantages of DQN,
which is only able to handle the action spaces that is low-dimensional and discrete. It
is difficult to use DQN to learn a good result.

Figure 23 DQN results

6.2 SAC
6.2.1 Example 1
In this example, we can set a different task mode to the agent, and then the training map
would be different for different task mode. Here, the task mode is “Lane”, we would
use town 5 to be the environment.
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Figure 24 CARLA Town 5

And the parameters are:
ACTOR_LR = 3e-4
CRITIC_LR = 3e-4
TAU = 0.005

# the soft target update parameter

GAMMA = 0.99

# the discount factor

ALPHA = 0.2

# the regular coefficient of the entropy

Unfortunately, this should be my personal problem, and after constant debugging, the
program still does not work. There are so many errors about something’s version
problem, but after I fix the error for A, then the thing I fix would not be supported in B.
I tried for a long time and I still could not solve it. However, it seems to me that this
model can actually have better results and it is relatively stable although it is obvious
that it use much more episodes for training.
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Figure 25 SAC example 1 results

6.2.2 Example 2
In the example 2, we are still using Town 3 as the testing scene.
actor_learning_rate = 3e-4
critic_learning_rate = 3e-4
alpha_learning_rate = 3e-4
target_update_tau = 0.005
gamma = 0.99
Compare with example 1, the agent gathers multi-mode sensor data from the driving
area before issuing control signals to drive the car in an urban setting. Simultaneously,
the agent creates a semantic mask to clarify how well it can handle the actual driving
condition. Here is the result of this model, look at the red line, it is the results that the
use both the sensor inputs and the mask. We can see that the learning trend of the entire
model is very good, and the reward
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Figure 26 SAC example 2 results
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CHAPTER 7. DISCUSSION
In my experience now, there are some reasons that the DQN model could not have a
good training and good result. One reason is that I did not give the again a good reward
function to restrict it. So that no matter how many rounds it learns, it can never drive
well after training, the model is failed. Moreover, the action space is too small, I should
set up more different actions to separate more situation. It is my fault for only use 4
actions to express the behaviour of the vehicle, and also, I should try to use more sensors
to sense what is happening on the road if I have the opportunity to work on the subject
of autonomous driving again in the future, so that it will help me to set a better reward
function.
In my opinion, the reason why the agent only keep going straight until it hits the wall
is because I put it in a place which have a very long straight road, and in the reward
function, the reward will increase if the vehicle can drive in higher speed. It leads the
vehicle learns a behaviour that keep going straight can get the best reward. I think I
should adjust the reward about the speed and try to let it try to make a turn when it is
arrived the intersection. On the other hand, sometimes the vehicle can only go around
in circles in the same place. I think it because the purpose of the training is trying to
make the vehicle driving as long as possible, so that it only keeps circling if the agent
feels it is safe all around. It seems that I should add a function to check whether the
agent cross the lane and try to restrict it in the reward function.
As for the SAC models, it is my lack of technology. It should be worked because it is
posted on GitHub and it show the results on it. Maybe I could fix it if I spent more time
in it, I passed it and try to test another example because I have no idea how long I still
need to take to fix it and I found another one, I wanted to test successfully at least one.
Therefore, I spent time on the second one, and I did it finally. Nevertheless, I failed to
create my own model because it was almost the end of the semester, I did not have
enough time to do it, and it was difficult to modify my teammate Ray’s program from
PPO to SAC to me. If I knew it earlier or if we could set a clear goal at the beginning
that which algorithms we used to do the project, maybe we could both finish it well.

38 of 42

09 June 2021

CHAPTER 8. ETHICS
CONDUCT

AND

PROFESSIONAL

Autonomous driving is a technological advancement that has the potential to alter the
global transportation climate. It is not a distant dream, but a possibility that will arrive
very soon. It implies that we should consider the issue it will pose, as well as the
legislation that will govern it.
For saving people do not get hurt from robots, a science fiction author Isaac Asimov
devised a series of rules, which is called The Three Laws of Robotics [16]:
1. A robot does not injure a human being or cause a human being to come to
harm as a result of its inaction.
2. Except where certain instructions clash with the First Rule, a robot must
obey human commands.
3. A robot must defend its own life as long as this does not contradict the First
or Second Laws.
However, there will be a contradiction on self-driving vehicle in real world. The trolley
problem refers to a thought experiment popularized by Philippa Foot in 1967 in which
an agent must choose between allowing a runway trolley to continue its course and kill
five track workers or diverting the trolley from its course and killing only one worker
[17]. Now, the self-driving car becomes the agent, it must do the selection in a very
short time. A real example, when a driver slams on the brakes to avoid colliding with a
pedestrian who has crossed the road illegally, she is making a moral choice that shifts
the risk from the pedestrian to the vehicle's occupants. Self-driving vehicles will soon
be able to make ethical choices of their own, but creating a universal moral code for the
robots, according to a survey of 2.3 million people worldwide, could be a daunting task.
[18]. Humans should concentrate on how the system should respond in the event of an
accident, as this will decide if the system is safe for humans or not.
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CHAPTER 9. CONCLUSIONS
I appreciate the opportunity to learn a lot about Reinforcement Learning and
Autonomous Driving while working on this project. This is our first time in this region
for both of us. We initially wanted to work on our project on a computer based on Linux
because CARLA was not a used-friendly platform for Windows. However, we still
spent weeks to set up the environment.
We begin by testing some basic programs to see how the vehicles and sensors act on
CARLA after studying the platform’s details. Soon, we discovered that using CARLA
as the testing platform at the outset made it difficult to find the errors because CARLA
was too complex. Therefore, after learning some techniques, we checked our program
in OpenAI GYM first. Later, we decided to do the end-to-end autonomous driving. We
determined the starting point, end point, and the path, and then attempted to train the
vehicle how to drive along the route on its own. Whereas we ran into the issue that the
vehicle would not be able to avoid the obstacle if it were placed on the route. Eventually,
my teammate Ray did it successfully, but unfortunately, I could not finish it because of
my limited ability. Despite this, I also learn a lots about Reinforcement Learning in this
year, and I will do better if I have a second chance to do this.
Finally, I would like to express my gratitude to my supervisor, Ryan U Leong Hou, as
well as everyone who assisted me with this project.
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CHAPTER 11.

APPENDIX

Recommend hardware requirements:
➢

Intel core i7, i9 gen 9th – 11th / AMD Ryzen 7, Ryzen 9

➢

16GB RAM

➢

Nvidia RTX 2070, 2080, 3070, 3080

My computer hardware:
➢

Intel i7-9700K @ 3.60GHz

➢

32GB RAM

➢

Nvidia RTX2080*2

Project environment:
DQN:
Python 3.7
Carla 0.9.10
SAC:
Python 3.5
Carla 0.9.6
GYM-CARLA
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